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DEEP REINFORCEMENT LEARNING FOR MULTI-AGENT
AUTONOMOUS SATELLITE INSPECTION *
Henry H. Lei†, Matt Shubert‡, Nathan Damron§, Kendra Lang¶
and Sean Phillips||

The commodification of space is resulting in larger numbers of satellites requiring
increasingly complex operation and logistics and servicing support. The current
standard of planning and executing maneuvers days in advance by teams of operators is not tenable, and will require endowing satellites with greater autonomy.
We consider one such use case, specifically the problem of autonomous multiagent collaborative satellite rendezvous and proximity operations, where multiple
satellites collaboratively inspect a target platform for on-orbit servicing and manufacturing missions. In this scenario, the satellites must, in a distributed and coordinated way, determine how to maneuver in order to perform a full inspection of the
platform. We present a hierarchical, deep reinforcement learning solution to this
problem. We show that reinforcement learning provides an alternative to traditional optimal control methods for generating high-performance policies requiring
minimal computational overhead once deployed.

I INTRODUCTION
The space industry is pushing towards a paradigm shift in space operations. Companies are taking
advantage of lower launch costs to commodify space, and are increasing orbital congestion by building, for example, large global internet satellite constellations. As a result, novel technologies are
being developed that aim to service and manufacture systems in situ as well as remove debris caused
by the already large and growing satellite population. These new enterprises will require a level of
complexity never before seen in mission design and operation. Currently, however, spacecraft operations are planned by human teams days in advance and executed by hand [1]. In this paper, we
are interested in a particular subset of the on-orbit servicing and manufacturing mission set, namely,
the inspection of a defunct satellite by collaboration of multiple close proximity satellites.
In this mission, the complexity of the coordinated actions that need to be performed may be too
complex for human operators to plan in a timely manner. This necessitates some on-board capabilities and autonomy or automation to assist the human operators by determining which satellite needs
to perform what maneuvers and at what times to accomplish a full optical inspection. In [2], the
authors outline several approaches for tackling autonomous satellite problems.
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There are numerous challenges in space that satellite design engineers need to be aware of when
designing autonomous algorithms in this domain. The first is the recognition that fuel is a finite
resource in space, which necessitates that actions performed aim to preserve fuel in order to extend
the life of the system. The other is limited communication and computation resources. Due to these
challenges, namely the computational aspect of the operations in combination with the complexity
of the mission, we leverage reinforcement learning (RL) algorithms to learn near-optimal control
strategies to fully inspect a defunct satellite in a computationally efficient manner.
Reinforcement learning is a machine learning method wherein the agents are not provided with
specific actions to take but are allowed to discover through exploration which actions yield the
greatest reward. Moreover, the usefulness of RL is that it does not require explicit consideration of
potentially highly complex dynamics and scenarios when designing the policy, other than through
simulation while learning. The generated policy also may robustly capture a host of diverse behaviors without needing to recompute optimal control inputs. RL therefore has the potential to
overcome many of the challenges faced when trying to execute more complex maneuvers in space;
see [3–5] for more information. In the domain of multi-agent reinforcement learning these challenges are more pronounced and relatively less work has been done in this area; see [6–8] for
related work.
Numerous applications of RL have been found in the literature. A thorough survey of reinforcement learning problems and approaches is provided in [9]. Such tools have also been used to study
traffic control [10, 11] and autonomous vehicles [12, 13]. However, there are minimal results for
maneuvering satellite systems. Specifically, many RL results for satellite systems are for multibeam resource allocations and frequency hopping protocols for dynamic spectrum sharing [14–16].
In [17, 18], the authors consider the case of spacecraft rendezvous guidance in cluttered environments. In this paper, we are leveraging such RL techniques to generate closed-loop guidance, navigation and control solutions for a novel on-orbit inspection mission set, in support of servicing and
manufacturing.
We seek to solve a distributed multi-satellite collaborative inspection problem wherein each satellite is able to communicate its actions to its neighbors to fully inspect a stationary satellite of interest.
To solve this problem, we decompose it into two manageable sub-problems. The first is a guidance
problem, in which we further decompose the inspection task into a finite state problem, whereby
inspection is considered successful if a finite number of waypoints, which we call inspection points,
are visited by the inspector satellites, in some configuration around the target craft that equates to
full sensor coverage of the target. The guidance task is to coordinate assignment of the satellites to
the inspection points such that all are visited in an optimal fashion, similar to a traveling salesman
or vehicle routing problem. The second is a navigation task, in which we generate a continuous
controller that generates thrust inputs to maneuver the satellites to the assigned inspection points
while avoiding collisions.
To solve the complete collaborative inspection problem, we leverage hierarchical deep reinforcement learning ( [19], [20]), whereby we train two policies that solve the guidance and navigation
tasks separately, and then merge them together into a single, hierarchical framework. We built
separate simulation environments using OpenAI’s gym template [21] for the guidance, navigation,
and full inspection tasks. We then applied RLlib’s multi-agent library suite [22] to optimize the
underlying neural network policies for the autonomous platforms. We have trained successful policies for both the guidance and navigation tasks, and merged them hierarchically in a three-agent
environment. Assuming some level of information sharing, the three satellites are able to success-
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fully inspect the target while each running their own control algorithms rather than relying on a
centralized policy. We provide performance results and training parameters for each environment,
and compare our results to a state of the art heuristic traveling salesman solver in the case of the
guidance planner. Our conclusion is that RL is capable of generating decentralized policies that,
once trained, require minimal computational overhead and are robust to changes in the environment. Further, while RL-generated policies are more difficult to implement in simple scenarios than
traditional optimization methods, their value is more apparent in complex and changing scenarios,
and in particular by not requiring the deployment of optimization solvers on computationally limited
satellite processors.
This paper is organized as follows. We first provide some background information in terms of the
specific dynamics of the close proximity satellites systems and reinforcement learning in Section II.
In the Section III, we outline the inspection problem. Section IV develops the particular guidance,
navigation and decision hierarchical approach leveraged to solve this problem. We then present the
results of this approach in Section V and provide some concluding remarks in Section VI.
II BACKGROUND
Here we briefly provide an explanation of the underlying methods and assumptions required to
solve the autonomous inspection problem as presented.
Satellite Rendezvous and Proximity Operations
The on orbit inspection task falls within the category of rendezvous and proximity operations for
satellites, where a single object is considered the target, and one or more satellites must maneuver
and orient themselves relative to that target. We assume that the target object is under inspection,
and is in a circular orbit around the Earth, such that the magnitude of its position relative to the
~ t ) is given by |R
~ t | = r0 . The multiple satellites
center of the Earth at any point in time (denoted R
tasked with inspecting the target are at a distance from the target that is significantly less than the
distance from the target to the center of the Earth. Making these assumptions allows us to attach a
non-inertial frame to the target. We use the Hill’s Frame, which is defined as follows; see Figure 1.

• êR for “radial direction” that points outwards from Earth’s center êR =

~t
R
~ t ||
||R
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• êN for “normal direction” that is aligned with the angular momentum
vector of an

 orbit,
˙
~
~
which is constant and always points orthogonal to the orbital plane êN = Rt ×R˙ t .
~ t ||
~ t ×R
||R

• êT for “tangential direction” which completes an orthogonal coordinate system with êR and
~˙ are
êN (êT = êN × êR ). Note that for a circular orbit, êT and the inertial orbital velocity R
aligned.
Using Hill’s Frame, any inspector satellite (also referred to as deputy satellite) has a position
~x(t) and velocity ~v (t) defined relative to the target. The full state is given by [~x(t), ~v (t)] =
[x(t), y(t), z(t), ẋ(t), ẏ(t), ż(t)]> ∈ <6 , which defines the position and velocity of the inspector
satellite relative to the target. From the above assumptions and using the Hill’s reference frame, a
set of linearized dynamics may be derived to describe the relative motion of the inspector satellite,
known as the Clohessy-Wiltshire-Hill (CWH) dynamics.
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Figure 1: The Hill’s reference frame.
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where ~u(t) = [ux (t), uy (t), uz (t)]> ∈ <3 are the forces produced by the inspector satellite, mc
is the mass of the inspector
q spacecraft, and n is the mean angular velocity of the chief spacecraft in
its circular orbit (n = rµ3 and µ is Earth’s gravitational constant). For simplicity, we assume ~u(t)
0

are produced by thrusters on the satellite and no additional internal or external forces are present.
For a more detailed description of the assumptions required and derivation of the CWH dynamics,
see [2] or [23].
Reinforcement Learning
Reinforcement learning (RL) is a subset of machine learning that can be used to solve sequential
optimization problems through experience, typically by generating many sets of trajectories that
use increasingly close to optimal policies. While the field of RL is vast, we focus here on the basic
premise and the specific algorithm we employ.
The problem that RL is meant to solve can typically be posed as a Markov decision process
(MDP), which is a controlled discrete time stochastic process that follows the Markov property (the
state of the system at time t + 1 depends only on the state of the system and chosen action at time t).
An MDP comprises a state s ∈ S, an action a ∈ A, and a reward r ∈ R. Typically, sets S, A, and
R are finite, discrete sets, but can also be continuous and infinite. The state of the system evolves
in time according to a conditional probability distribution p, such that
st+1 ∼ p(· |st , at ),
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(2)

meaning the state at time t + 1 is drawn from the probability distribution p conditioned on st and
at . The state at time 0 comes from an initial distribution, p0 . The reward received at any time t is a
function of the state and action, rt = r(st , at ). The overarching objective is to maximize some total
reward, often over a discounted, infinite horizon:
max

∞
X

γ t r(st , at ).

(3)

t=0

The discount factor γ takes a value between 0 and 1.
The action at any time t is chosen according to a policy π. For the standard MDP defined above,
the optimal policy is deterministic and stationary [24], meaning it does not change with time. To
find the optimal policy is to maximize an objective function defined as the expected total reward
subject to that policy, written as:
"∞
#
X
max Eπ
γ t r(st , at )
(4)
π

t=0

This optimal policy can be iteratively derived by a value function, defined as the expected optimal
future reward starting from a specific state:
"
#
X
∗
∗ 0
0
V (s) = max r(s, a) + γ
V (s )p(s |s, a)
(5)
a∈A

s0 ∈S

where for any state s, the policy function returns the maximizing action a that is associated to V ∗ (s).
A similar concept is the Q-function, which computes state-action value pairs:
X
Q(s, a) = r(s, a) + γ
V ∗ (s0 )p(s0 |s, a).
(6)
s0 ∈S

Finally, the advantage function is the difference between the Q-function and the value function.
A(s, a) = Q(s, a) − V ∗ (s)

(7)

For small finite sets S and A, the value function can be computed directly. For large finite sets, or
continuous sets, the solution quickly becomes computationally intractable.
RL is a suite of methods and algorithms for approximately computing (4), either by approximately
solving for (5), known as value iteration, or approximating the policy directly, known as policy
iteration or policy gradient methods, by sampling from the environment to generate expected values.
In RL, the environment records the history of actions and states, and produces the next state when
a new action is selected. An agent lives within the environment, and the agent’s state is contained
in (or may be equal to) the entire state recorded by the environment. The agent selects actions
according to its policy and its observation of the environment.
Here we utilize a specific policy gradient method, known as proximal policy optimization, or
PPO [25], that is well-suited to problems with continuous states and action spaces. Policy gradient
methods begin with a stochastic policy with a specific structure, often a neural network (hence the
term “deep reinforcement learning”). The weights of the network are included in the vector θ, which
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generates a parameterized policy πθ . Actions are drawn from the policy distribution, at ∼ πθ (·|st ).
The weights are then optimized using traditional methods. The family of PPO algorithms alternates
between sampling from the environment using a non-optimal policy, and optimizing against a surrogate objective function using stochastic gradient descent (SGD). The surrogate objective function,
similarly to trust region methods, is designed to keep the policy update from becoming too large.
Specifically, the surrogate objective is defined as follows.
h

i
Ê
min
h
(θ)
Â
,
clip(h
(θ),
1
−
,
1
+
)
Â
(8)
=
max
max LCLIP
t
t
t
t
t
t
θ

θ

The function ht is the ratio of the new policy to the old policy, ht (θ) =

πθ (at |st )
πθold (at |st ) .

The term  is

a hyperparameter, and Ât is an approximation of the advantage function. The policy loss function
may also be augmented with additional terms for entropy loss and the value function squared error
loss as in eq. 9 from [25]. We implement the PPO algorithm provided in the RLlib environment
[22]. In addition to  there are a number of tunable hyperparameters that were selected to optimize
convergence of RLlib’s PPO algorithm to a suitable policy. We report those hyperparameters in
subsequent sections, and define them here.
• Learning Rate: The step size of the optimizer during the stochastic gradient descent step.
• Clip Param: Denoted , the clip parameter limits the degree to which the policy can change.
Updates where ht (θ) is outside of the range [1 − , 1 + ] are rejected.
• Entropy Coefficient: The entropy coefficient weighs the importance of the entropy loss compared to the policy loss and value function loss. A higher entropy coefficient encourages
exploration.
• Batch Size: The number of environment steps collected before a policy update.
• Minibatch Size: The number of samples used to perform one SGD update.
• Epochs: The number of times an SGD update is performed per batch.
• Number of Iterations: The number of SGD update steps taken.
• Model: The architecture of the neural network policy. Characterized by layer type, number
of layers and hidden nodes within the layer.
Multi-Agent Reinforcement Learning
Note that in our description of MDPs above, the environment state is assumed equivalent to the
agent’s state, which is equal to the observation. These assumptions are not always true, however,
as is often the case in multi-agent problems. Multi-agent reinforcement learning extends the basic
premise to include multiple agents, who may all use the same policy to maximize a joint reward
function, use different policies to maximize a joint reward, or use different policies to maximize
separate rewards (which may be in opposition, as is often the case in multi-player games). Key to
multi-agent RL is the notion of observability. While the environment state gets updated completely
at each time step, the agents may only observe a subset of that environment.
PPO has been extended to multi-agent environments, as in [26], and a version is implemented
in RLlib. When agents are assumed to be homogeneous with a shared reward function, they can
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also use a shared policy. Agent l generates an action al using shared policy πθ according to the
observation ol it collects: πθ (al |ol ). The policy is optimized in the same way as for single-agent
PPO, albeit with a more complex environment.
III PROBLEM FORMULATION
The autonomous inspection task considers the inspection of a target object in space via one or
multiple inspector satellites, equipped with sensors that perform surface area scans within a certain
range from the target. To fully inspect the target, the inspector satellites coordinate to generate
trajectories that expose their sensors to the full surface area of the target. The goal is to achieve
complete coverage while minimizing some metric, such as time to achieve full coverage, distance
traveled, or fuel expended by the inspector satellites, and satisfying additional constraints, such as
not colliding with the target or other inspector satellites.
The problem we solve here involves several simplifying assumptions.
1. The target object is passive (does not try to evade inspection), is in a circular orbit around the
Earth, and does not rotate within the Hill Frame.
2. There are three homogeneous inspector satellites that can produce thrust in the x, y and z
directions within the Hill frame, with a maximum thrust of 1 Newton in any direction, and
unlimited fuel.
3. The inspector satellites can perfectly measure their state relative to the other inspector satellites within the Hill frame, plus their own velocity.
4. Each inspector satellite has proper sensor orientation at all times (we disregard attitude).
5. The inspector satellites do not collide with the target.
6. Complete sensor coverage of the target can be achieved by visiting a finite set of 20 “inspection points” at a fixed distance around the target.
We next further discuss the formulation of the inspection task as a discrete coverage problem, and
then how this can be mapped to an MDP formulation.
Inspection as a Discrete Coverage Problem
Instead of a continuous coverage problem, we reduce the inspection problem to a navigation task
where the agents must navigate to a set of inspection points uniformly scattered at a set radius around
the target to ensure complete coverage. Successfully navigating to an inspection point represents
the agent having completed a scan of the underlying projected surface area; in totality, navigating to
all of the inspection points represents a complete scan of the target. We assume a set radius of 200
meters and a total of 20 inspection points, represented by the vertices of a dodecahedron. Figure 2
shows the inspection point configuration used.
Inspection Task as an MDP
Although we do not consider any randomness in the current problem formulation, we can still map
the inspection problem to a multi-agent MDP. The three inspector satellites are the agents, labeled
as l ∈ {1, 2, 3}. The inspection points are labeled as i1 , i2 , · · · , i20 . The state s of the environment
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Figure 2: Example configuration of 20 inspection points distributed around a ball representative of
a chief inspection satellite.

comprises the state (~xl , ~v l ) (relative position and velocity) of each agent l and a boolean variable bi
associated to each inspection point, where bi = 1 if the inspection point i has been visited and 0
otherwise. Hence, s ∈ S = R18 × [0, 1]20 .

Each agent has both a discrete and a continuous action. The discrete action is to decide which
inspection point that agent will navigate to next. The continuous action is the set of thruster commands to reach that point. Note that the discrete action could be defined implicitly by the thruster
commands, but we choose to separate the action space, as will be explained in more detail in the Approach section below. The action of each agent is therefore defined as al ∈ A = [i1 , · · · , i20 ] × R3 .

The objective is to maximize the cumulative reward, which is defined as the negative of the total
distance traveled by all agents combined (meaning we want to minimize the distance traveled), over
the sequence of actions selected by each agent, and subject to several constraints. These constraints
include bounds on the thrust inputs, a requirement that all inspection points are visited, that no
inspector satellite collides with another satellite, and that the state updates according to (1). In this
case, the reward function is actually finite time, where the time horizon ends when the last inspection
point is visited. In this formulation, the time horizon T becomes an optimization parameter. The
full optimization problem is hence given as follows.
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Problem 1
max

T
X
t=0

−

3
X

!
k~xlt − ~xlt−1 k

(9)

l=1

subject to:
l
(~xlt , ~vtl ) = f (~xlt−1 , ~vt−1
, alt−1 ) ∀ t = 1, · · · , T, l ∈ {1, 2, 3}

(10)

k~xit − ~xjt k > δ ∀ t = 0, · · · , T, i ∈ {1, 2, 3}, j ∈ {1, 2, 3}, i 6= j

(11)

k~ult k∞
biT

≤ 1 ∀ t = 1, · · · , T, l ∈ {1, 2, 3}

(12)

= 1 ∀ i = 1, · · · , 20

(13)

The dynamics f in (10) are the time-discretized version of the CWH dynamics (1). The reward function can easily be rewritten to be a function of the current state only by incorporating the distance
k~xlt − ~xlt−1 k to be a part of the state.
IV APPROACH
There are numerous way to solve Problem 1, even within the umbrella of RL. The size of the state
space, and added complexity of T being an optimization parameter, make traditional optimization
approaches difficult to apply. Further, we have presented a simplified version of the inspection
problem. As complexity is added, to include attitude and sensor pointing of the inspector satellites,
sensor keep out zones, and a stochastically updating environment, RL becomes a more appealing
methodology.
However, the use of RL to solve highly complex problems can be quite tricky. Achieving the objectives/constraints of reaching all inspection points, minimizing the distance traveled, and avoiding
collisions all through an RL-derived policy that generates thruster inputs alone is very challenging.
The core of our approach is to therefore break down the full inspection problem into two separate,
manageable components: a guidance controller to serve as a high level planner and a navigation
controller to serve as a low level controller. We pre-train the two policies on separate environments
using deep reinforcement learning and combine them into a hierarchical joint policy to solve the
full inspection task. In deployment, observations are first passed into the guidance policy network,
which outputs a target inspection point for the low level controller to navigate towards. Note that by
using RL and breaking down Problem 1 into two separate problems, we only generate an approximate solution. Further, we must modify the state, action, and observation spaces, plus the reward
function, to solve each separate problem using RL. The details of each solution are provided next.
Guidance Planning
The set of inspection points can be interpreted as a graph for the inspector satellites to traverse
through, with an individual inspection point as a node, and a scalar reward function as the edge
weights. Because we assume that the inspection target is stationary in its attitude with respect to
the Hill frame, the inspection points are also fixed in the Hill frame and remain stationary. We
currently assume the graph is fully connected, meaning that any inspection point can be reached
from any other inspection point formally, and describe the edge weights with an adjacency matrix
C ∈ R20×20 . For simplicity, we set edge weights to be the Euclidean distance between the two
nodes, so that entry C(j, k) = kij − ik k is the distance between inspection points ij and ik . We are
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currently pursuing a more realistic solution in which edge weights are either learned using the observed dynamics, or computed using the CWH dynamics and exploiting natural motion trajectories
to minimize fuel consumption rather than distance traveled. Regardless of the edge weight values,
however, the approach remains the same.
The goal of the guidance controller is to plan a trajectory through the graph of inspection points,
minimizing the total distance traveled (or whatever reward the edge weights represent) for complete
graph coverage and penalizing duplicate visits to an inspection point. For a single agent, solving
the guidance planning task is akin to finding an (approximate) solution to the traveling salesman
problem (TSP), with a soft constraint on re-visitation instead of a hard constraint. When multiple
inspector satellites are introduced, the guidance planning task is akin to a vehicle routing problem
(VRP) with a centralized planner.
Although heuristic solvers exist for both the TSP and the VRP, we employ RL both to compare
its performance to existing solvers and to prepare for more complex scenarios in which heuristic
solvers will no longer apply. We train a policy on a custom open.ai gym environment that tracks
the graph of inspection points and the procession of the three agents through the graph to guide
the agents through the graph of inspection points. Time is discretized such that the agents transition instantaneously from point to point with no uncertainty, and the episode terminates when all
inspection points have been visited. Hence the state of each agent is given by the inspection point
it is currently at, slt ∈ {i1 , · · · , i20 }. The action of each agent is its assigned next inspection point,
alt ∈ {i1 , · · · , i20 }, and the update distribution p(st+1 |st , at ) = 1 if st+1 = at , and 0 otherwise.
The reward accrued at each time stepPis the sum of edge weights defined in the adjacency matrix as
realized by each agent: rt (st , at ) = 3l=1 C(slt , alt ).
Problem 2
min

T
X
rt (st , at )
t=0

subject to:
slt+1 = alt ∀l ∈ {1, 2, 3}

Distributed policies may be derived to solve Problem 2, but we instead derive a centralized policy which may be run simultaneously on each agent (effectively making it decentralized). Given
the perfectly observable, non-stochastic nature of the environment, such a centralized approach is
suitable. At each time step, the policy computes the indices of the inspection points that each agent
should travel to next, given their current locations: π(s1t , s2t , s3t ) = (a1t , a2t , a3t ).
To solve Problem 2 using RL, some modifications to the state and reward function help converge
more efficiently to a solution. Further, the policy is assumed to have access to the full state of
the environment at all times, meaning that the observation made by each agent is equal to the
current environment state. The specific observations passed into the policy network are: the agents’
current positions represented as inspection point indices, the full adjacency matrix representing the
graph of inspection points and the normalized distances between them, a binary vector representing
the inspection
points already visited, and the total distance that each agent has traveled so far,
P
l
l
d = t C(st , alt ). Concisely, the observation space O is a dictionary that takes the form:
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(s1 , s2 , s3 ) where sl ∈ (i1 , · · · , i20 )
C(j, k) where j, k ∈ (i1 , · · · , i20 )
b = [b1 , ..., b20 ] where bi ∈ 0, 1
(d1 , d2 , d3 )

(14)

With the policy network implemented as above, several iterations of reward tuning were performed in order to converge on a stable solution to Problem 2. The final reward function is the sum
of individual agent rewards, given by:
(
−3
if b[a] = 1
rtl (s, a) =
−C(s, a) otherwise
Qualitatively, the reward function penalizes the policy for the distance traveled per time step, and
penalizes extra for revisiting a point.
Navigation Controller
While the higher level guidance policy plans a path through an abstract inspection point graph,
the full 3D inspection task navigates through a continuous physical state space. Physical satellites
are represented as point masses that travel according to the translational CWH dynamics. Thus, the
lower level controller is responsible for handling the physical navigation and control of the inspector
satellites from inspection point to inspection point.
Given the next inspection point location from the guidance planner, the goal of the navigation
controller is to bring an inspector satellite from its current location to within a pre-specified radius
of the chosen inspection point while avoiding collisions between fellow inspector satellites. Again,
we seek to use reinforcement learning to find a solution to the low level navigation task, training
a policy on a custom gym environment that simulates the physical dynamics of the inspector and
target satellite.
Rather than training the navigation controller on subsets of the inspection point graph, we develop
a more general controller that can navigate to and from arbitrary locations within a certain distance
of each other. Specifically, the training environment consists of three agents (inspector satellites)
that are each assigned a goal point to reach. The agents are randomly initialized in a cluster of size
200mx200mx200m, centered at the origin, and their goals are randomly initialized in a larger box,
sized 600mx600mx600m, centered at the origin. With this configuration, the agents are exposed
to a higher frequency of collision states–defined as two agents being less than 50m apart– during
training, so that they can learn to avoid collisions in addition to navigating to their goal points. The
episode ends when all goals are reached, or if the agents get too far away (500 meters) or take too
long (500 seconds).
As a simple multi-agent MDP, the combined state space is the current position and velocity of
l,y l,z
each agent, (~xlt , ~vtl ). The action of each agent is a thrust command ~ult = [ul,x
t , ut , ut ], and the
reward is measured as progress towards the goal position for each agent, ~xlgoal :
rt (st , at ) =

X
l

1
k~xlt − ~xlgoal k + 1
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(15)

The optimization problem becomes:

Problem 3
max

T
X

rt (st , at )

t=0

subject to:
slt+1 = f (slt , alt )
k~xit − ~xjt k > δ ∀ t = 0, · · · , T, i ∈ {1, 2, 3}, j ∈ {1, 2, 3}, i 6= j
k~ult k∞ ≤ 1 ∀ t = 1, · · · , T, l ∈ {1, 2, 3}

During the training process, the three agents make gradient updates to a shared policy that is then
distributed to each agent to ensure they always use the same policy, thus maintaining the assumption
of homogeneity. At each simulation time step, the policy computes the thrust command ~ut , to be
passed into the dynamics simulation of that agent.
To solve Problem 3 using RL, in which each agent has a separate policy as opposed to a centralized policy as for the guidance task, a separate observation is constructed for each agent to improve
training performance. The agent observation passed into the policy network has three components
concatenated together into a single vector: the relative position of the assigned goal with respect to
the agent, the agent velocity, and the relative positions of the other agents. The positional elements
of the observations are normalized between -1 and 1, and a soft constraint is applied to the relative
agent positions to remain within a reasonable interval. The observation space Ol for each agent is a
12 dimensional vector with components:


0.001 ∗ (~xlgoal − ~xl )
Relative Goal Position
Ol = Velocity
~v l


Relative Agent Positions tanh(k~xl − ~xi k/100) where i ∈ 1, 2, 3, i 6= l

(16)

where tanh is an element-wise operation. Note that the ~xgoal term in the observation space will be
the output of the guidance planner when the two policies are merged.
With the environment, observation space, and action space defined as above, we modify the
reward function used in Problem 3 to improve training performance. We also do not impose constraints directly, but rather incorporate them as soft constraints into the reward function. Qualitatively, the reward function rewards the agent for traveling towards its goal and penalizes the agent
for moving away or colliding with another agent. Specifically, the reward function per agent is
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defined as
rtl (s, a) =0.0001/(dlg + 1)
+0.001 ∗ ∆dlg
+(−0.0001 ∗ k~vtl k ∗ (k~vtl k > vmax ))
X
+
−0.001 ∗ max(0, (100 − dl,i /50)
i

+

(
−3
−3 ∗

terminal if out of bounds
dlg −5
850

terminal if timeout

where dlg = k~xlgoal − ~xlt k is the distance from the goal, ∆dlg is the change in distance from the goal
from the last time step, vmax = 0.03081 ∗ dlg is a maximum allowable speed that scales with the
distance from the goal, and dl,i = k~xlt − ~xit k refers to the distance from agent l to another agent i.
Note that the reward function uses state values, as opposed to agent observation values. The reward
function has access to all environment information, whereas the policy does not.
Hierarchical Planning and Control
The full 3D inspection task is deployed in an environment that is a combination of the high-level
guidance and low-level navigation environments. The custom multi-agent environment simulates
the dynamics of the inspector satellites in continuous physical space, plus keeps track of the agents’
progression through the discrete inspection point graph. The particular environment considered in
this paper is configured to have 20 inspection points uniformly scattered on a sphere of radius 200m
centered at the inspection target forming a regular dodecahedron. There are 6 agents in total; three
high level agents and three low level agents that pair off to form three hierarchical joint agents that
control the physical satellites. The inspector satellites are initialized at a random starting inspection
point. Ultimately, the goal of the hierarchical agents is to plan trajectories for the inspector satellites
to coordinate to reach all the inspection points between them.
To solve the full inspection task, we combine the pre-trained guidance planner and lower level
navigation controller into a single hierarchical joint agent. The guidance policy is called to determine which inspection point the agent should travel to next; the inspection point information is then
passed into the low level agent’s observation space as its goal, so that the navigation policy can steer
the satellite to that point.
Observations for the high level and low level policies are generated in the same format as in
equations (14) and (16), and routed to the correct policy through an internal switching logic that
determines when each tier of policy should be called. When an agent reaches an inspection point, it
calls its higher level planner to compute the next target point and updates its internal list of visited
inspection points to include the one it just visited. The updated list is broadcast to the rest of
the agents, but only acted upon when they have finished their current trajectories. The episode is
completed when all inspection points have been reached.
V RESULTS
In this section, we present numerical results for the separately trained guidance and navigation
policies. We present the tuned hyperparameters used to successfully train each policy, sample tra-
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Hyperparameters
Learning Rate
Clip Param
Epochs
Batch size
Minibatch size
Number of iterations
Model

Values
5e-5
0.3
30
4000
128
1000
Fully connected, 2, [256,256]

Table 1: Hyperparameters and policy network for guidance planning task

jectories, performance estimates against benchmark scenarios, and relevant training statistics for
each policy. We then present the performance of the policies in the combined hierarchical setting.
Guidance Controller
The guidance policy is implemented in a finite state 3-agent environment with 20 inspection
points to visit, custom-developed using OpenAI’s gym [21]. The policy is trained using RLlib’s
PPO implementation. The agents are initialized at random starting inspection points, and the episode
completes when all the inspection points are reached. The policy is represented as a fully connected
neural network. The model size and hyperparameters were tuned to achieve desirable performance
(e.g., convergence of the policy to the correct behavior in a reasonable timeframe). Table 1 summarizes the network and hyperparameters used to train the policy.
Figure 3 shows the mean reward, policy loss, value function loss and explained variance during
the course of the training run. We see that the policy converges to a mean reward value of around -7,
representing a sum of normalized euclidean distances over all the agents. The value function loss
converges to 0, while the explained variance converges to around 0.9.
In Figure 4, we show the performance of the trained guidance policy over 1000 trials, in comparison to Google’s ORtools [20], which implements state of the art traveling salesman solvers, and
the theoretical minimum on the 20 inspection point graph (solved by brute force). The guidance
policy averaged a cost of 6.7, in comparison to ORtool’s 6.1309 and the theoretical minimum cost
of 6.066. The motivation for this comparison is that, while ORtools generally finds a more optimal
path, our neural network guidance policy does not require re-training when the inspection points
move, whereas ORtools must re-solve for the optimal path each time. The sacrifice in optimality
seems minimal given the adaptability of our policy to a changing environment. Further, in consideration of ultimate deployment on a satellite, it is computationally much simpler to run a pre-trained
neural network on a satellite than to run a heuristic traveling salesman solver repeatedly.
Navigation Controller
Similarly to the training environment for the guidance policy, the environment for training the
navigation policy is custom-built using OpenAI’s gym. The policy is trained using RLlib’s multiagent PPO algorithm which calculates the rewards and observations for each agent independently.
The policy is represented as a fully connect neural network, and the hyperparameters selected with
careful tuning. Table 2 shows the network architecture and hyperparameters used to train the policy.
We show the convergence during the training process of the episode reward mean, the policy
loss, value function loss, and the explained variance in Figure 6. During a 500 second episode, the
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(a)

(b)

(c)

(d)

Figure 3: The Figures above display the following values plotted over time steps of the VPR train-

ing: (a) episode reward mean, (b) policy loss, (c) value function loss, (d) value function explained
variance.

Hyperparameters
Learning Rate
Clip Param
Entropy Coeff
Epochs
Batch Size
Minibatch Size
Number of Iterations
Model

Values
1e-5
0.2
0.001
5
3000
1500
3000
Fully connected, 2, [64, 64]

Table 2: Hyperparameters and policy network for the 3-agent navigation task
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Figure 4: Figure 4 shows the performance of the VRP policy in comparison to the optimal brute
force solution and google’s ORtools over 1000 randomized trials. On average, the optimal solution
incurs a cost of 6.066, ORtools 6.1309, and the VRP 6.7077.
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Distance (m)
300
250
200
150
100
50

Collision Rate
0%
27%
100%
100%
100%
100%

Table 3: Collision rates for varying distances of the benchmarking scenario

trained policy brings the agents within 10 meters of their target points 97.4% of the time, and within
5 meters 60.7% of the time. In Figure 5, we show an example of a trained navigation controller. We
show the trajectory, speed, and distance between from the goal for each agent of an example scenario
where each agent starts in a randomized location within a 200x200x200m box, with an initial zero
velocity, and converge within 10m of their assigned goal inspection point in a 500 second time limit.
Collision avoidance performance was benchmarked on a set of representative test scenarios where
the agents and inspection points were initialized in a configuration such that naively navigating to
their assigned inspection points would put the agents on a collision path. Agents-inspection point
pairs are initialized on opposing ends of diagonals of a hexagonal shape. Inspection point locations
are fixed at a 200 meter radius from the origin, while the agents’ distance varies. The closer the
agents start from the origin (and from each other), the more difficult it is to avoid collisions. Table
3 shows the collision rates for various distances of the benchmarking scenario.
Hierarchical Policy
To test the hierarchical approach, we simulated the full environment as described in Section IV,
using the policies as trained and tested above. In Figure 7, we show an example trajectory for
the hierarchical combined policy. The inspection points are scattered uniformly at a 200 meter
radius around the inspection target, and the inspector satellites start at random inspection points.
Figure 7b shows the distance from the assigned inspection point for each agent over time. Note that
the majority of the peaks hover around the 150 meter mark, corresponding to traveling directly to
adjacent inspection points. Figure 7c shows the full trajectory of inspection points for each agent,
and Figure 7d shows the agents’ speeds over the episode. Note also that the nature of the guidance
policy keeps the agents relatively separated and traveling along the outer surface of the sphere of
inspection points. There are therefore no opportunities for collision between agents, so that the
collision avoidance feature of the navigation policy is not triggered, and the agents never are in a
situation where they may collide with the target.
An additional complexity we observed in the hierarchical setting but not in the component environments was the issue of time synchronization between agents. When training the guidance policy,
each agent arrived instantaneously at their next inspection point, and the policy was then called once
to assign the next inspection points. In the hierarchical setting, each agent called their own version
of the guidance policy, and agents did not necessarily arrive at their inspection points at the same
time, as seen in Figure 7c. When an agent reaches its assigned inspection point, and broadcast this
information to the other agents before the other agents had reached their assigned inspection points,
we originally triggered all agents to call their respective guidance policies immediately (analogous
to the VRP environment), which sometimes led to agents switching inspection points prematurely
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(b)
(a)

(c)
Figure 5: (a) An example trajectory of the trained navigation controller. (b) Distances between each
agent and their assigned goal inspection point. (c) Agent speed over the duration of the episode.
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(a)

(b)

(c)

(d)

Figure 6: The figures above display the following values plotted over time steps of the low level
controller training: (a) episode reward mean, (b) policy loss, (c) value function loss, (d) value
function explained variance.
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and thus inefficiently. This was remedied by asynchronous calls to the guidance policy: other agents
would only call the guidance policy when they had reached their own respective assigned inspection points. However, in doing this, we observed that the total distance traveled by all agents was
greater than in the ideal setting, where the guidance policy was deployed in its training environment.
There are numerous ways to continue to explore and improve upon the issue of asynchronicity, by
imposing communication constraints, developing a truly distributed guidance policy, or re-training
the guidance policy within the hierarchical environment itself.
VI CONCLUSIONS
In this paper, we considered the problem of coordinating multiple satellites to perform an inspection task of a target spacecraft in a circular constant-speed orbit around the earth. We simplified
the inspection task by designating a sequence of inspection points within the Hill reference frame
around the inspection target. Assuming a set of homogeneous inspector satellites, all inspection
points must be visited by one of the inspectors in order for the inspection task to be considered successful. Given the complexity of solving this problem optimally, with optimality defined in terms of
either distance traveled, time taken, or fuel consumed, and in a manner such that satellites with limited computational capabilities could perform the task autonomously, we used deep reinforcement
learning to generate simple neural network policies to achieve the multi-agent, distributed inspection
task. We trained two policies: A guidance policy to imitate an approximate multi-agent traveling
salesman solver and a navigation policy that is a stabilizing controller with collision avoidance. We
combined the two policies into a hierarchical joint controller in order to solve the full inspection
task, and presented numerical simulations of the higher level, lower level, and hierarchical joint
controllers. The hierarchical framework successfully drove each of three satellites to successfully
inspect a target in a distance-efficient fashion.
In future work, we plan to train the guidance and navigation policies simultaneously on the same
environment, so that the reward functions of the higher and lower level policies are more reflective of
the true costs. For example, by integrating the low level controller into the guidance policy training,
the edge weights will reflect the actual distance traveled rather than the Euclidean distance between
points. We will also incorporate additional performance metrics such as fuel consumption, delta-v
costs, and time taken. Finally, we will increase the complexity of the problem, to include sensor
pointing requirements, communication constraints, and a dynamically changing environment, such
as one in which the inspection points are not stationary. We believe these more complex scenarios
will further motivate the use of reinforcement learning over more traditional optimization methods.
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